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Abstract 

Survival analysis is commonly conducted in medical and public health research to assess the 

association of an exposure or intervention with a hard end outcome such as mortality. The Cox 

(proportional hazards) regression model is probably the most popular statistical tool used in this 

context. However, when the exposure includes compositional covariables (that is, variables 

representing a relative makeup such as a nutritional or physical activity behaviour composition), 

some basic assumptions of the Cox regression model and associated significance tests are violated. 

Compositional variables involve an intrinsic interplay between one another which precludes results 

and conclusions based on considering them in isolation as is ordinarily done. In this work, we 

introduce a formulation of the Cox regression model in terms of log-ratio coordinates which suitably 

deals with the constraints of compositional covariates, facilitates the use of common statistical 

inference methods, and allows for scientifically meaningful interpretations. We illustrate its practical 

application to a public health problem: the estimation of the mortality hazard associated with the 

composition of daily activity behaviour (physical activity, sitting time and sleep) using data from the 

U.S. National Health and Nutrition Examination Survey (NHANES). 
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1. Introduction 
 

Statistical survival analysis methods are commonly used in medical and public health studies where 

the outcome of interest is time to a specific event (1). This event is often a hard end outcome such 

as death, relapse of a disease or development of a new disease. For example, in public health, 

scientists might be interested in quantifying the risk of mortality to being exposed to specific 

behavioural or environmental factors over time (2). Similarly, clinical trials are conducted to assess 

the efficacy of interventions or new treatment regimes and the risk of potential adverse effects. 

These studies involve following participants for a long time and recording time to the event of 

interest. Cox's proportional hazards regression analysis (3) is one of the most common statistical 

modelling tools used to analyse such types of data.  

The Cox regression model simplifies the analysis of survival rates by defining an instantaneous rate 

of mortality (or some other event) referred to as the hazard function, and estimating the 

proportional difference in the hazard function either between treatment groups or associated with 

changes in the exposure variables (4). 

The hazard function ℎ is formally defined with reference to the probability of survival as 

 𝑆(𝑡) = exp(−∫ ℎ(𝑢)𝑑𝑢
𝑡

0
)       [1] 

where𝑆(𝑡) is the probability of survival at time 𝑡. The standard Cox model specifies that the hazard 

function at time 𝑡 is 

  ℎ(𝑡;𝒘) = ℎ0(𝑡) exp(𝜶
𝑇𝒘), 

where ℎ0(𝑡) is an unspecified baseline hazard function, 𝒘 is the vector of explanatory variables 

(which are zero-valued for some predefined reference strata), and 𝜶 is the corresponding vector of 

coefficients to be fitted to the data1. It is then simple to compare any two individuals 1 and 2 in 

terms of their expected hazards, given their respective set of covariate values, by using the hazard 

ratio ℎ1(𝑡)/ℎ2(𝑡), which avoids defining ℎ0(𝑡) explicitly as it cancels out in the ratio and does not 

                                                 
1
 Note that we consider column vector throughout of this work and the superscript 𝑇 refers to the matrix 

transpose operation. 



depend on time. Thus, the hazard is proportional over time. The Cox regression model is usually 

expressed in terms of the logarithm of the hazard relative to the baseline as 

𝑦 = ln (
ℎ(𝑡;𝒘)

ℎ0(𝑡)
) = 𝜶𝑇𝒘        [2] 

which turns it into a linear function on the predictors. Basic assumptions of the model are that the 

associations between the covariates and hazard rate are not time-dependent, that there is no 

multicollinearity among covariates, and that their sample space is the real space endowed with 

Euclidean geometry. However, a key issue when the exposure variables are compositional is that 

they are intrinsically co-dependent variables carrying relative information and naturally defined on a 

simplex as representation of their sample space. These are features not accounted for by the 

ordinary Cox regression model. 

Compositional data are common in many disciplines, including medical and public health research. 

Some recent discussions and applications of compositional methods in the area include nutritional 

epidemiology (5), health care research (6), microbiome and next-generation sequencing studies 

(7,8), and physical activity epidemiology (9,10). The key fact is that the measured values of a part of 

a composition are only meaningful when they are put in contrast to the values of the other parts or 

components. Importantly, the results and conclusions should be the same regardless of the chosen 

scale (what is referred to as the scale invariance property). Moreover, when the data are closed (i.e. 

represented with an arbitrary but fixed sum of the parts, commonly 1 or 100), a multicollinearity 

problem arises in regression analysis as a consequence of the singularity of the raw covariance 

matrix between compositional variables, which was already recognised in early approaches to 

mixture experiments (11–14). Although for model fitting purposes this could be technically 

overcome using e.g. Moore-Penrose pseudo-inverse matrix, this does not guarantee the quality of 

the regression estimation, and does not allow the investigation of the relative importance and role 

of the parts of the composition from the model coefficients (15). If the special nature of 

compositions is not considered adequately, the relationships between parts and inferences about 

any of them will be dependent on the presence or absence of other parts, what is known as the 



subcompositional incoherence problem (16). This is, for example, highly relevant in physical activity 

research, where analyses of the allocation of time across daily activities considering either the entire 

24-hour day or the waking day only (excluding sleep time) might lead to conflicting conclusions when 

both data sets are represented, e.g. in percentages. The log-ratio methodology for compositional 

data analysis (16) provides a coherent statistical framework which resolves these issues through the 

use of log-ratio type representations of the compositional variables. Although approaches have been 

presented for ordinary regression modelling with compositions (9,16–20), and survival analysis has 

been applied in respect of compositional outcomes such as the composition of different strains of 

bacteria (12), to our knowledge survival analysis based on the Cox regression model, or indeed 

survival analysis in general, with compositional explanatory variables remains formally unexplored.   

In the following sections we introduce and discuss Cox regression analysis and related inference for 

the case of compositional exposure variables. We then illustrate the methodology by applying it to 

model the relationship between mortality and the composition of time spent in sleep, physical 

activity and sedentary behaviour using U.S. National Health And Nutrition Examination Survey 

(NHANES) data. 

 

2. The compositional Cox regression model 

 

The formal definition of compositional data has evolved from the particular case of multivariate 

positive data subject to a fixed sum constraint, as for example the distribution of the use of time 

over the 24 hour day cycle (either expressed in percentages adding up to 100 or in hours per day), to 

a more general characterisation as interdependent data with parts carrying relative information with 

respect to each other, with the observations not necessarily adding up to a same constant value 

(16). Thus, a composition 𝒙 = (𝑥1, … , 𝑥𝐷)
𝑇 consisting of 𝐷 parts represents an equivalence class in a 

(𝐷 − 1)-dimensional sample space (21), where the data can be expressed in different (equivalent) 

relative scales (say percentages, proportions, hours/day, and so on) by applying a multiplicative 



factor while the relative information remains the same. The common choice of normalising (or 

closing) the data and expressing them in percentages adding up to 100 is then just one of the 

possible equivalent representations. 

 

2.1 Defining log-ratio coordinates 

 

In order to deal with the particularities of compositional data in our survival analysis context, we 

adhere to the well-established methodological approach originated from the seminal work by 

Aitchison (22) and based on working with real-valued log-ratios between parts of the composition. 

Statistical results obtained using log-ratio coordinates can be then transferred back to the simplex to 

be represented in terms of the original composition. There have been a number of proposals to 

constructing such log-ratios and we briefly review them in the following subsections. 

2.1.1 Additive log-ratios 

For modelling purposes, Aitchison (22) originally proposed the so-called additive log-ratio (alr) 

transform, so that a set of 𝐷 − 1 transformed covariates 𝑦𝑖, consisting of the log-ratios of parts 𝑥𝑖 

with respect to one part 𝑥𝑐, 

𝑦𝑖 = 𝑙𝑛 (
𝑥𝑖
𝑥𝑐
) for𝑖 ≠ 𝑐, 

serve as a substitute for the original composition in fitting a statistical model by ordinary procedures. 

A recent review of compositional data analysis advocating for this approach can be found in (23). 

 

2.1.2 Isometric log-ratios 

 

Recent advances in the geometric characterization of the simplex as representation of the sample 

space of compositional data, namely a simplex 𝑆𝐷 consisting of 𝐷-part compositions with its own 

Euclidean space structure (24), allow the definition of isometric log-ratio (ilr) coordinates which 

express the original composition 𝒙 ∈ 𝑆𝐷 in real coordinates in the ordinary real space ℝ𝐷−1. 



Notably, due to orthonormality of the ilr-coordinates, distances or other measures of differences 

between compositions are preserved by their log-ratio counterparts. This is not the case with the alr 

mapping though, which projects compositions onto an oblique real coordinate system. 

A procedure known as sequential binary partition (SBP) can be used to construct tailored ilr-

coordinates, usually called compositional balances (𝑧𝑖, for 𝑖 = 1,…, 𝐷 − 1), representing log-

contrasts, i.e. linear combinations 𝑎1 ln 𝑥1 +…+ 𝑎𝐷 ln 𝑥𝐷, with 𝑎1 +⋯+ 𝑎𝐷 = 0, between subsets 

of parts of the composition 𝒙 (25). This permits ilr-coordinates to be defined with reference to 

domain knowledge or to an initial investigation of the co-variation structure of the data (e.g. 

grouping parts which are highly proportional). Compositional balances are obtained using SBP by 

successive splits of the parts of the composition 𝒙 into 2 mutually exclusive groups until only groups 

of 1 part are left. These two groups are denoted below by the indices + and −. The collection of 

balances 𝑧𝑖, for 𝑖 = 1,…, 𝐷 − 1, is obtained as  

𝑧𝑖 = √
𝑟𝑖𝑠𝑖

𝑟𝑖+𝑠𝑖
ln [

(∏ 𝑥𝑖𝑘
+𝑟𝑖

𝑘=1 )
1/𝑟𝑖

(∏ 𝑥𝑖𝑙
−𝑠𝑖

𝑙=1 )
1/𝑠𝑖

],         [3] 

where 𝑥𝑖𝑘
+  and 𝑥𝑖𝑙

− refer to the subsets of 𝑟𝑖 and 𝑠𝑖 components going, respectively, into the + 

(numerator) and − (denominator) groups. The 𝐷 − 1 balances fully represent the information in the 

composition 𝒙, and are appropriate for use in standard statistical modeling. Note that the log-ratio 

term in Eq. [3] is computed as the ratio between the geometric means of the corresponding + and − 

components. The normalizing constant makes individual balances comparable and ensures 

orthonormality of the resulting coordinate system. The value of the balance can then be understood 

as a measure of the relative allocation between the two groups of parts of the composition, given in 

terms of the normalized difference between their logged geometric means (i.e. equivalently the 

normalized difference between the arithmetic means of the log-transformed parts). It is worth 

noting that regression models using either alr- or ilr-coordinates will be equivalent in that the 

predicted responses will be identical. 



Note that there are infinite possible ilr-coordinate representations of a composition. However, these 

are all orthogonal rotations of each other and the fitted models from the same data will be entirely 

equivalent, with the only difference being obviously the value of the coefficients associated to the 

particular set of ilr-coordinates. The rotations can be defined with reference to a different 

orthogonal mapping 𝑴 onto so-called centered log-ratio (clr) coefficients. The details of this process 

are described in previous work (16). For our purposes, it is sufficient to note that the clr coefficients, 

originally proposed by Aitchison (22), are uniquely defined as the set of log-ratios of the individual 

parts to the geometric mean of all them 

 (𝑐𝑙𝑟(𝒙))
𝑖
= ln (

𝑥𝑖

(∏ 𝑥𝑖
𝐷
𝑖=1 )1/𝐷

) , 𝑖 = 1,… , 𝐷. 

A direct consequence of the ability to define any ilr-coordinates with reference to an orthogonal 

mapping on uniquely defined clr-transformed parts, is that we can switch between two different 

partitions by an orthogonal mapping. For example, switching from a basis defined by 𝑴1 to a basis 

defined by 𝑴2 can be achieved through the rotation matrix   

𝑯 =𝑴2𝑴1
𝑇 .         [4] 

 

2.1.3 Pivot isometric log-ratios 

 

The use of ilr-coordinates guarantees desirable formal properties like scale invariance, 

subcompositional coherence, and orthonormality (24). Given a composition which is relevant for the 

scientific question at hand, a particular system of ilr-coordinates obtained by SBP can be helpfully 

used to highlight in the first ilr-coordinate the relative importance or dominance of one part against 

the geometric average of the others in that particular composition of interest (26). Thus, without 

loss of generality, if we wished to investigate the relative importance of the part 𝑥𝑗 against all other 

parts (e.g. one physical activity behavior versus all the others) we would express a composition 

𝒙 = (𝑥1, 𝑥2, … , 𝑥𝐷)
𝑇 as a set of 𝐷 − 1 ilr-coordinates including 



𝑧1
𝑗
= √

𝐷−1

𝐷
ln (

𝑥𝑗

(∏ 𝑥𝑖𝑖≠𝑗 )
1
𝐷−1⁄

)                      [5] 

as first ilr-coordinate. The remaining ilr-coordinates of the same set would then be defined with 

reference to the subcomposition excluding 𝑥𝑗. Note that the relative importance of any other part 

(with respect to the geometric mean of the others in the composition) can then be highlighted in the 

first ilr-coordinate 𝑧1 by simply permuting the order of the parts in 𝒙 to put the one of interest in 

first place, then generating an alternative but equivalent set of ilr-coordinates for the same 

composition (resulting from orthogonal rotation from the first one). This strategy has come to be 

called the pivot coordinate representation (26) and will be used later in Section 4. It is important to 

note that subcompositional coherence only guarantees that the same specific log-ratios will remain 

the same between a composition and its subcompositions. It does not imply that the first pivot 

coordinate of a composition and any subcomposition from it, or between any two subcompositions 

from it, will be the same. This is expectable as the geometric mean of the remaining parts in the 

denominator of the coordinate will obviously change with the change in the composition used as 

reference. 

Pivot ilr-coordinates are particularly useful in first approaches to a problem with no a priori 

knowledge. They also allow the provision of results in a format which resembles common outputs 

from regression model fits, which eases the transition from ordinary to compositional modelling. The 

extra computational burden from actually fitting several regression models, one for each orthogonal 

rotation to assess the statistical significance of the corresponding first pivot coordinate, is actually 

not noticeable in practical settings using statistical software which automates such calculations. 

Alternatively, the practitioner may prefer to define tailored ilr-coordinates generally through SBP as 

described in 2.1.2 for a more specific analysis, focusing on (and e.g. test statistical significance of) 

particular log-ratios of interest based on domain-specific knowledge or on a data-driven procedure 

(see e.g. (27, 36)). For example, if the parts of the composition can be meaningfully partitioned into 

two or more subsets, then it may be sensible to focus on balances between them. In the physical 



activity context, one might wish to consider moderate and vigorous physical activity (MPA and VPA 

respectively) together by amalgamating them in relation to the subcomposition of all other activity 

types. In practice, VPA is absent from a large number of people’s daily routines to an extent that 

makes imputation of time to this category unreliable, and the pragmatic decision in the area is often 

to combine time in any of these behaviors into MVPA. Notably, amalgamation of compositional parts 

is fully relevant within the log-ratio framework when it is done beforehand (23, 25). 

Compositional data analysis based on ilr-coordinates has become in recent years the most popular 

choice in varied scientific areas. As a particular case, the characteristics of pivot ilr-coordinates have 

been important in our view to successfully introduce and popularize compositional analysis in 

physical activity research (10,20,28,29). Hence, we deemed it preferable to elaborate the following 

within this framework for consistency with other studies and mainstream methodological literature. 

 

2.2 Cox model using log-ratio coordinates 

 

As the ilr-coordinates 𝑧𝑖, 𝑖 = 1,… , 𝐷 − 1, obtained from the original composition using [3] are real 

variables, they can be incorporated into the hazard function of the standard Cox regression model 

[2] in the usual manner. In practice however, the hazard function is likely to include additional 

covariates, e.g. confounding variables. Thus, we extend the Cox model [2] to include both the ilr 

coordinates and the additional covariates, so that 

𝑦 = ln (
ℎ(𝑡;𝒘)

ℎ0(𝑡)
) = ∑ 𝛾𝑗𝑧𝑗

𝐷−1
𝑗=1 + 𝜷𝑇𝒗 = 𝜸𝑇𝒛 + 𝜷𝑇𝒗,    [6] 

where the vectors 𝒛 and 𝒗 account for the ilr-coordinates and any other covariates respectively to 

form the entire vector of explanatory variables 𝒘 = (𝒛𝑇 , 𝒗𝑇)𝑇 and 𝜸 and 𝜷 are the corresponding 

vectors of regression coefficients forming 𝜶 = (𝜸𝑇 , 𝜷𝑇)𝑇. These coefficients can be fitted in the 

usual manner by maximizing the partial likelihood function 

𝐿1(𝜷, 𝜸) = ∏ {∑ ∏ (
exp(𝜸𝑇𝒛

(𝑗)

(𝑘𝑖)+𝜷𝑇𝒗
(𝑗)

(𝑘𝑖))

∑ exp(𝜸𝑇𝒛𝑙+𝜷
𝑇𝒗𝑙)𝑙𝜖𝑅𝑗

−∑ exp(𝜸𝑇𝒛
(𝑗)
(𝑠)
+𝜷𝑇𝒗(𝒋)

(𝒔)
)

𝑑𝑗
𝑠=𝑖

)
𝑑𝑗
𝑖=1(𝑘1,⋯,𝑘𝑑𝑗)=(1,⋯,𝑑𝑗)

}𝐾
𝑗=1 , [7] 



where 𝐾 is the number of distinct event times and 𝑑𝑗 is the number of individuals with events at 

time 𝑡𝑗, with (𝑡𝑗)𝑗𝜖{1,⋯,𝐾} being the distinct event times, and 𝑅𝑗 being the set of individuals exposed 

to risk just prior to event time 𝑡𝑗. The terms 𝒛𝑙 and 𝒗𝑙  denote respectively the sets of ilr-coordinates 

and non-compositional covariates for individual 𝑙 in the set 𝑅𝑗, 𝒛(𝑗)
(𝑘𝑖) and 𝒗(𝑗)

(𝑘𝑖) denote respectively 

the sets of ilr-coordinates and non-compositional covariates for individual 𝑘𝑖 in the set of individuals 

with events at time 𝑡𝑗. The subscript in 𝐿1 indicates this is the partial likelihood, to be distinguished 

from the normal likelihood function 𝐿. The expression above allows for the possibility of tied event 

times, and involves summation over all possible rankings of concurrent events. In practice, the 

expression is often simplified using the so-called Breslow or Efron approximations (30,31). Note that 

there is no closed-form solution of this maximum likelihood problem available. Hence, numerical 

routines are used by most statistical packages for obtaining approximate estimates of the model 

coefficients. 

If the ilr-coordinates chosen are rotated using the rotation matrix 𝑯, the corresponding coefficients 

in the partial likelihood components can simply be obtained as   

     𝜸∗ = 𝑯𝜸.      [8] 

Model selection for Cox regression is typically conducted using a modified Akaike Information 

Criterion (AIC) which replaces the likelihood in the standard expression with the partial likelihood 

above (or some approximation thereof). Again, once the composition has been mapped into real 

space expressed through ilr-coordinates, there are no obstacles to continue using standard model 

selection and validation tools. 

 

2.3 Hypothesis testing 

 

When fitting a Cox regression model, it is important to assess the appropriateness of the underlying 

proportional hazards assumption. Standard statistical tests of this assumption, such as the test of 

Harrel and Lee (32), remain appropriate, however a new complication arises. These tests, and also 



graphical methods such as observed vs. predicted survivor curves and estimated log-log survival 

curves (33), are applied to individual explanatory variables, and this clashes with the essentially 

inseparable multivariate nature of compositional variables. For this reason, it is appropriate to 

consider the validity of the proportional hazard assumption with respect to the whole composition 

by adapting global tests such as Grambsch and Therneau’s non-proportionality test statistic based on 

Schoenfeld residuals (34). 

The Grambsch-Therneau test statistic is defined with reference to a specific hypotheses of time 

dependence, where a regression coefficient 𝛼𝑗, which is assumed to be constant for the usual Cox 

model, is hypothesized to be a function of time of the form  

𝛼𝑗(𝑡) = 𝛼𝑗 +𝜃𝑗𝑔𝑗(𝑡),     [9] 

where 𝑔𝑗(𝑡) is a deterministic function of 𝑡. Common choices are 𝑔𝑗(𝑡) = 𝑡  and 𝑔𝑗(𝑡) = log(𝑡), 

however we have generally used a scaling to time based on the Kaplan-Meier curve: 

𝑔(𝑡𝑘) = 1–𝑆𝐾𝑀(𝑡𝑘),     [10] 

where 

𝑆𝐾𝑀(𝑡) = ∏ (1 −
𝑑𝑘

𝑛𝑘⁄ )𝑘:𝑡𝑘≤𝑡 ,   [11] 

with 𝑑𝑘 being the number of events at time 𝑡𝑘, and 𝑛𝑘 being the number of individuals at risk at 

time 𝑡𝑘 (prior to the 𝑑𝑘 deaths). This latter choice reduces the sensitivity of the test to a small 

number of outliers, which can be advantageous in some circumstances (35). 

The time dependence is defined for all 𝐽 covariates, and can be expressed as a diagonal matrix 𝑮: 

𝑮 = [

𝑔1(𝑡) ⋯ 0
⋮ ⋱ ⋮
0 ⋯ 𝑔𝐽(𝑡)

] = [
𝑮𝑐 𝟎
𝟎 𝑮𝑛

],     [12] 

where 𝑮𝑐 is the (𝐷 − 1)× (𝐷 − 1) diagonal matrix in respect to the ilr-coordinates, and 𝑮𝑛 is the 

(𝐽 − 𝐷 + 1)× (𝐽 − 𝐷 + 1) diagonal matrix in respect to the non-compositional covariates. If the 

intention is to test the proportional hazards in respect to the composition alone, then all entries of 

𝑮𝑛 should be set to zero. 



The test statistic can now be calculated as a sum over the distinct times of the 𝐾 events {𝑡𝑘}𝑘=1,..,𝐾  

as 

𝑇(𝑮) = (∑ 𝑮𝑘 �̂�𝑘
𝐾
𝑘=1 )

𝑇
𝑫−1(∑ 𝑮𝑘 �̂�𝑘

𝐾
𝑘=1 ),    [13] 

where  

�̂�𝑘 =(
𝒛𝑘
𝒗𝑘
) − (

𝒛𝑘
𝒗𝑘
)

̃
=(

𝒛𝑘
𝒗𝑘
) −

∑ (
𝒛𝑙
𝒗𝑙
)𝑒𝑥𝑝𝑙∈𝑅𝑙

(�̂�𝑇𝒛𝑙+�̂�
𝑇𝒗𝑙)

∑ 𝑒𝑥𝑝𝑙∈𝑅𝑙
(�̂�𝑇𝒛𝑙+�̂�

𝑇𝒗𝑙)
   [14] 

are the Schoenfeld residuals at time 𝑡𝑘, defined in the usual manner in terms of the difference 

between the covariates of the individual with an event at time 𝑡𝑘 and the weighted average of 

covariates over all individuals exposed to risk at time 𝑡𝑘 (but we have made the distinction between 

the ilr-coordinates 𝒛𝑘 and the non-compositional covariates 𝒗𝑘 explicit), 

𝑮𝑘 = [

𝑔1(𝑡𝑘) ⋯ 0
⋮ ⋱ ⋮
0 ⋯ 𝑔𝐽(𝑡𝑘)

]     [15] 

is the diagonal matrix 𝑮 calculated at time 𝑡𝑘, and 

𝑫 =∑ 𝑮𝑘 �̂�𝑘𝑮𝑘
𝑇𝐾

𝑘=1 − (∑ 𝑮𝑘�̂�𝑘
𝐾
𝑘=1 )�̂�𝑘

−1
(∑ 𝑮𝑘�̂�𝑘

𝐾
𝑘=1 )

𝑇
,    [16] 

based on 

�̂�𝑘 =
𝑺(2)(�̂�,�̂�,𝑡𝑘)

𝑆(0)(�̂�,�̂�,𝑡𝑘)
−{

𝑺(1)(�̂�,�̂�,𝑡𝑘)

𝑆(0)(�̂�,�̂�,𝑡𝑘)
} {

𝑺(1)(�̂�,�̂�,𝑡𝑘)

𝑆(0)(�̂�,�̂�,𝑡𝑘)
}
𝑇

,    [17] 

where 

𝑆(0)(�̂�, �̂�, 𝑡𝑘) = ∑ 𝛿𝑖(𝑡𝑘)exp(
𝑛
𝑖=1 �̂�𝑇𝒛𝑖 + �̂�𝑇𝒗𝑖) ),   [18] 

𝑺(1)(�̂�, �̂�, 𝑡𝑘) = ∑ 𝛿𝑖(𝑡𝑘)exp(
𝑛
𝑖=1 �̂�𝑇𝒛𝑖 + �̂�𝑇𝒗𝑖) (

𝒛𝑖
𝒗𝑖
) and  [19]  

𝑺(2)(�̂�, �̂�, 𝑡𝑘) = ∑ 𝛿𝑖(𝑡𝑘)exp(
𝑛
𝑖=1 �̂�𝑇𝒛𝑖 + �̂�𝑇𝒗𝑖) (

𝒛𝑖
𝒗𝑖
) (

𝒛𝑖
𝒗𝑖
)
𝑇

.  [20] 

This test statistic is defined for the complete set of explanatory variables, but it can be applied 

separately to a subset of them. Thus, we adapt it to deal with the compositional variables only. 

Importantly, it can be checked that this test is invariant to rotations of the ilr-coordinates, provided 

the hypothesized time dependence is identical for each ilr-coordinate. That is,  

                   𝑮𝑐 = 𝑔(𝑡)𝑰𝐷−1     [21] 



 as can be seen by substituting  

𝜸∗ = 𝑯𝜸 and 𝒛𝑙
∗ = 𝑯𝒛𝑙     [22] 

into the Eq. [13]. The formal proof is included as Appendix A. 

Moreover, we consider a test of the significance of the association between the hazard rate and the 

composition as a whole. The natural approach is to adapt the likelihood ratio test using the partial 

likelihood from Eq. [7] based on the statistic 

𝐿𝑅𝑇 = 2 [ln(𝐿1
1) − ln(𝐿1

0)],        [23] 

where 𝐿1
0 is the partial likelihood for the model omitting the ilr-coordinates, and  𝐿1

1  is the partial 

likelihood for the complete model including the ilr-coordinates. Under the null hypothesis, this test 

statistic is asymptotically distributed as a chi-square distribution with 𝐷 − 1 degrees of freedom 

(assuming a 𝐷-part composition). Note that this test is invariant to rotations of the ilr-coordinates as 

can be seen by substituting Eq. [22] into Eq. [23]. 

 

3. Hazard ratios with compositional covariates 

 

Hazard ratios are commonly used in the interpretation of the output from a fitted Cox regression 

model. To use them it is necessary to define a baseline set of explanatory variables 𝒘0 =

(𝒛0
𝑇 , 𝒗0

𝑇)𝑇,  for the comparison, where 𝒛0 represents the ilr-coordinates at the baseline 

composition, and 𝒗0 represents the non-compositional baseline covariates. The hazard ratio is then 

defined as 

𝐻𝑅 =
ℎ(𝑡;𝒘)

ℎ(𝑡;𝒘0)
=

exp(𝜸𝑇𝒛 + 𝜷𝑇𝒗)

exp(𝜸𝑇𝒛0 + 𝜷𝑇𝒗0)
. 

This presents a complication for compositional variables as zero-values for the ilr-coordinates 

(corresponding to equal allocations to each component in the raw compositional data) may not give 

a baseline that is meaningful in terms of a real-world problem. The most natural option would be a 

composition corresponding to the mean ilr-coordinates, which conveniently corresponds by 



isometry with the compositional centre in the raw compositional data set (rescaled appropriately) 

(11). However, the scientific question being investigated can also inform this choice.  

 

Note that using Eq. [3], the exponential part in the hazard function ℎ(𝑡;𝒘) can be broken down into 

a product of exponents as follows: 

exp(∑ 𝛾𝑖𝑧𝑖
𝐷−1
𝑖=1 + 𝜷𝑇𝒗)  

= exp(𝜷𝑇𝒗)∏ exp(𝛾𝑖.  z𝑖)
𝐷−1
𝑖=1  

= exp(𝜷𝑇𝒗)∏ exp(𝑎𝑖  ∙ ln [
(∏ 𝑥𝑖𝑘

+𝑟𝑖
𝑘=1

)

1
𝑟𝑖

(∏ 𝑥𝑖𝑙
−𝑠𝑖

𝑙=1 )

1
𝑠𝑖

]  )𝐷−1
𝑖=1  

= exp(𝜷𝑇𝒗)∏ [
(∏ 𝑥𝑖𝑘

+𝑟𝑖
𝑘=1 )

1
𝑟𝑖

(∏ 𝑥𝑖𝑙
−𝑠𝑖

𝑙=1
)

1
𝑠𝑖

]

𝑎𝑖

𝐷−1
𝑖=1  

= exp(𝜷𝑇𝒗)∏ (𝑥𝑗)
𝑐𝑗𝐷

𝑗=1 ,       [24] 

where 

𝑎𝑖 =√
𝑟𝑖∙𝑠𝑖

𝑟𝑖+𝑠𝑖
𝛾𝑖,        [25] 

𝑐𝑗 =∑ (
𝛿𝑖𝑗
+

𝑟𝑖
−

𝛿𝑖𝑗
−

𝑠𝑖
) 𝑎𝑖 

𝐷−1
𝑖=1        [26] 

based on    

𝛿𝑖𝑗
+ = {

1 when 𝑥𝑗 appears in numerator of balance 𝑧𝑖 

0 otherwise
  

and 𝛿𝑖𝑗
− = {

1 when 𝑥𝑗 appears in denominator of balance 𝑧𝑖 

0 otherwise
 

Essentially, the use of the Cox regression model in combination with an ilr representation of 

compositional covariates enables a simple expression for the hazard function in terms of the product 

of the components of the composition raised to indices determined by the fitted regression 

coefficients. When the objective of the analysis is to determine the association of the compositional 

variables with the survival outcome, then the expression for the hazard ratio (HR) between a 



composition 𝒙 and the baseline composition 𝒙0 can be expressed entirely in terms of the 

compositional variables as 

𝐻𝑅 = ∏ (
𝑥𝑗

𝑥0𝑗
)
𝑐𝑗

𝐷
𝑗=1 ,          [27] 

with the non-compositional covariates vanishing from the hazard ratio entirely in correspondence 

with the features of the proportional hazards model.  

At first sight the coefficients (𝑐𝑗)𝑗=1,…,𝐷 seem to provide a means to isolate the influence of a single 

component whilst allowing for the adequate compositional treatment of the data. However, these 

parameters are constrained, and it is not actually possible to alter a single component in isolation. 

Confidence intervals for the parameters 𝑐𝑗 are simple to obtain based on the end points of the 

confidence interval for the ordinary Cox model parameters. Thus, it is straightforward to determine 

if the interval includes 0, but this may not be an appropriate null hypothesis. Reallocating from a 

component with a positive coefficient to a component with a “zero” coefficient will be predicted to 

reduce the hazard function, therefore the zero coefficient does not imply the component has no 

effect as it does for conventional variables. Comparing the confidence intervals of the parameters 𝑐𝑗  

pairwise to determine which do not overlap is also inappropriate as the treatment of the 

compositional variables implies that changes occur on a proportional scale. Therefore, the effect of a 

fixed reallocation (in the original units the compositions were measured in) between two 

components, say 𝑥1 and 𝑥2, will be based on this fixed reallocation as proportions of the original 

values of the two components, rather than just the size of the change in the original units. For 

example, in time-use compositions, reallocating 30 minutes between two behaviours will have an 

effect that depends on the original allocation to the two behaviours, not just the 30 minutes. As a 

result, it is not possible to define a single number quantifying the relationship to the original 

components. The nearest we come to this is by rewriting the equation in the form 

𝐻𝑅 = 𝐴(𝑥1)
𝑐1 (𝑥2)

𝑐2,           [28] 

where 



𝐴 = (
1

𝑥01
)
𝑐1
(

1

𝑥02
)
𝑐2
∏ (

𝑥𝑗

𝑥0𝑗
)
𝑐𝑗
𝐷

𝑗=3 .        [29] 

This will remain constant if we consider only exchanges between two parts at a time (without loss of 

generality). It is therefore possible to produce two dimensional graphs of the hazard ratio against 

(𝑥1, 𝑥2) and so illustrate the consequences of reallocating e.g. time between pairings of physical 

activity behaviour categories. Such an approach may be of limited value for large 𝐷 though. 

However, for low-moderate dimension problems, this provides a means to understand the 

relationship between the outcome and reallocations between the different parts of the composition. 

The approach could be generalised to exchanges between more than two parts, considering groups 

of parts, but the proportions in which these are reallocated must then be specified to avoid 

ambiguity. Restricting ourselves to two parts gives a clear and simple message that can be readily 

understood by practitioners in the relevant field. It would be also possible to consider the 

association of reallocating between particular parts by constructing regression models from simple 

log-ratios representing that trade-off (see e.g. (36) in a high-dimensional context). 

Finally, note that when working with compositional covariates it would be acceptable to centre their 

ilr-coordinates to use �̃�𝑖 = 𝑧𝑖 − 𝑧�̅�, as commonly done with ordinary covariates to make survival and 

hazard functions relative to the mean rather than relative to the minimum, which is usually the most 

meaningful comparison. However, further transforming the ilr-coordinates into 𝑧-scores by dividing 

by the corresponding standard deviations is not advisable. The ilr-coordinates are already on the 

same scale and their relative variability provides relevant information which would be lost with that 

operation. 

 

4. Application to physical activity research: association between mortality and physical activity 

patterns from the NHANES survey 

 

To illustrate the use of the compositional Cox regression model developed in the previous sections, 

we set out a case study from physical activity research using data from the NHANES 2005-06 



database. NHANES is a bi-annual health survey conducted by the Centre for Disease Control on a 

representative sample of the population of the United States of America. The 2005-06 wave 

included an assessment of physical activity behaviour and sleep. Further details of the NHANES 

survey can be found on the Centre for Disease Control website. All analyses were conducted on the 

R system for statistical computing (37), using the survival package (38)  for the Cox regression fitting, 

the ggfortify package (39) to produce the Kaplan-Meier survival curves and the ggtern package (40) 

to create the ternary plots. This study involved analysis of publicly available secondary data only. The 

original study was approved by the ethics committee of the Centers for Disease Control and 

Prevention (CDC) and all participants gave informed consent. NHANES operates under the approval 

of the National Center for Health Statistics Research Ethics Review Board, Protocols #98-12, #2005-

06, and #2011-17.   

Here, we consider the link between all-cause mortality and the time-use composition of the day 

(after allowing for other relevant covariates). The time-use composition consisted of sleep (S), 

sedentary behaviour (SB), light intensity physical activity (LIPA) and moderate to vigorous physical 

activity (MVPA), hence a composition 𝒙 = (S, SB, LIPA,MVPA) ∈ 𝑆4, expressed in percentages 

relative to the 24-hour day. SB, LIPA and MVPA were computed from accelerometry data using 

standard processing methods for NHANES, whereas sleep time was self-reported (41). We restricted 

the analysis to individuals aged between 50-79 years and removed one accidental death and one 

individual with invalid accelerometer data.  This is in line with previous work done on NHANES data, 

and helps to avoid violations of the proportional hazards assumption (42). 

After removing these individuals, there were 1,196 records, including 114 deaths. The total exposure 

of the data was 82,165 person months. Five records had zero-valued MVPA. These zeroes were 

imputed using the log-ratio EM algorithm (43). The resulting mean composition (computed as the 

vector of geometric mean times spent on each behaviour closed to 100%) was 

𝑔(𝒙) =  (29.1, 44.4, 25.9, 0.7)%. Kaplan-Meier survival curves by gender and age group are shown 

in Figure 1. 



  

[Include Figure1.tif] 

Figure 1: Kaplan-Meier survival curves for subset of NHANES 05-06 data stratified by gender and 

age tertile (+ symbols indicate an observation ceasing on an individual rather than a death). 

 

A set of three ilr-coordinates {𝑧1, 𝑧2, 𝑧3} is obtained from this 4-part composition. The set of ilr-

coordinates 𝒛1 below was constructed by SBP so that the first coordinate represented a contrast 

between sleep time (the part 𝑥1 in 𝒙 above used as reference; see Eq. [5]) and waking day over the 

24-hour day. The second ilr-coordinate in this same set broadly distinguished between sedentary 

and active behaviour. Finally, the third one compared the different intensities of physical activity. 

Namely, the corresponding formal expressions were 

𝑧1
1 = √

3

4
ln

𝑆

(𝑀𝑉𝑃𝐴∙𝐿𝐼𝑃𝐴∙𝑆𝐵)1/3
   ,         [30] 

𝑧2
1 = √

2

3
ln

𝑆𝐵

(𝑀𝑉𝑃𝐴∙𝐿𝐼𝑃𝐴)1/2
  and         [31] 

𝑧3
1 = √

1

2
ln

𝐿𝐼𝑃𝐴

𝑀𝑉𝑃𝐴
.            [32] 

These ilr-coordinates were then incorporated into the Cox model [6] to produce the following Model 

1: 

𝑦 =  𝛾1𝑧1
1 + 𝛾2𝑧2

1 +𝛾3𝑧3
1 +𝜷𝑇𝒗.       [33] 

The covariates in 𝒗 were age, sex, smoking status, alcohol consumption, and energy intake. To 

explore which relative time allocations drive any association, we considered alternative ilr-

coordinate triplet sets  𝒛2, 𝒛3 and 𝒛4 by orthogonal rotation: 

𝒛2 = {√
3

4
ln

𝑆𝐵

(𝑆∙𝐿𝐼𝑃𝐴∙𝑀𝑉𝑃𝐴)1/3
, √

2

3
ln

𝑆

(𝐿𝐼𝑃𝐴∙𝑀𝑉𝑃𝐴)1/2
, √

1

2
ln

𝐿𝐼𝑃𝐴

𝑀𝑉𝑃𝐴
}    [34] 

𝒛3 = {√
3

4
ln

𝐿𝐼𝑃𝐴

(𝑆∙𝑆𝐵∙𝑀𝑉𝑃𝐴)1/3
, √

2

3
ln

𝑆

(𝑆𝐵∙𝑀𝑉𝑃𝐴)1/2
, √

1

2
ln

𝑆𝐵

𝑀𝑉𝑃𝐴
} and   [35] 

𝒛4 = {√
3

4
ln

𝑀𝑉𝑃𝐴

(𝑆∙𝑆𝐵∙𝐿𝐼𝑃𝐴)1/3
, √

2

3
ln

𝑆

(𝑆𝐵∙𝐿𝐼𝑃𝐴)1/2
, √

1

2
ln

𝑆𝐵

𝐿𝐼𝑃𝐴
}.    [36] 



Each one of these triplets isolated the relative importance of SB, LIPA, and MVPA against the other 

behaviors in the first ilr-coordinate respectively. These ilr-coordinates can then be incorporated into 

Eq. [6] in the usual manner, given rise to an equivalent Model 2 in terms of 𝒛2: 

𝑦 =  𝛾1𝑧1
2 + 𝛾2𝑧2

2 +𝛾3𝑧3
2 + 𝜷𝑇𝒗,       [37] 

and similarly to Models 3 and 4 with respect to 𝒛3 and 𝒛4.  

In the following we seek to test the proportional hazards assumption underlying the model. The 

Gramsch-Therneau’s test (Eq. [13]) requires a hypothesized time dependence. We have used a 

scaling to time based on the Kaplan-Meier curve, set out in Eq. [9-11] (this is the default time 

dependence used in the survival package in R).  Based on this hypothesis, we obtained a test p-value 

equal to 0.106, indicating no support for rejecting the proportional hazards assumption at the usual 

5% significance level. 

The statistical significance of the association between mortality and time-use composition as a 

whole, after allowing for other covariates, was assessed by comparing the proposed model (either 

Model 1 or Model 2 above) with a baseline model based on the non-compositional covariates only 

using the likelihood ratio test. The obtained p-value of 0.02 indicated a statistically significant 

difference between them. Therefore, we found support for a statistically significant association 

between mortality hazard and the physical activity composition of the 24-hour day, beyond that 

attributable to other covariates. The fitted coefficients associated with the compositional Cox 

regression model are summarized in Table 1 using all four model formulations, alongside the p-value 

for the overall composition. Note that the p-value equal to 0.02 for the overall effect of the 

composition is the same for all model formulations as expected. 

Model Ilr-coord. exp(𝛾) Lower Bound Upper Bound p-value* 

1 

𝑧1
1 1.0450 0.5277 2.0692 0.90 

𝑧2
1 1.4745 0.8878 2.4490 0.13 

𝑧3
1 1.0339 0.6723 1.5900 0.88 

Overall - - - 0.02 



2 

𝑧1
2 1.4211 0.7642 2.6428 0.27 

𝑧2
2 1.1864 0.6627 2.1241 0.57 

𝑧3
2 1.0339 0.6723 1.5900 0.88 

Overall - - - 0.02 

3 

𝑧1
3 0.8432 0.4798 1.4819 0.55 

𝑧2
3 0.9865 0.5038 1.9317 0.97 

𝑧3
3 1.4233 0.9791 2.0688 0.06 

Overall - - - 0.02 

4 

𝑧1
4 0.7986 0.6490 0.9826 0.03 

𝑧2
4 0.9677 0.4681 2.0006 0.93 

𝑧3
4 1.3766 0.7691 2.4638 0.28 

Overall - - - 0.02 

 
*p-values for individual ilr-coordinates are based on Wald tests and overall p-values are based on 

(Partial) likelihood ratio tests. 

Table 1: Cox regression coefficients and 95% confidence limits of ilr-coordinates under different 

model formulations. 

 

In respect of the individual terms, only the term 𝑧1
4 was statistically significant (p = 0.03), thus 

pointing at the proportion of time allocated to MVPA, relative to the geometric mean of the other 

behaviors considered, as the main behavior allocation responsible of the beneficial association 

between mortality and physical activity. This can also be seen from the upper and lower bounds on 

the 95% confidence interval which are both less than 1. We note the conclusions remain unchanged 

(although the results are not identical) if sleep is omitted from the analysis and we consider only the 

subcomposition of the waking day. If we consider the second coordinate in model 4, 

𝑧2
4, we can see it is not statistically significant (p-value = 0.98) and it would be reasonable to 

consider eliminating this coordinate from our model subject to the same considerations we would 

apply for a conventional (non-compositional) covariate, indicating the proportion of time allocated 



to sleep (after allowing for the proportion of time allocated to MVPA) is not associated with 

mortality. In fact, we can go further, and consider eliminating 𝑧3
4 after eliminating 𝑧2

4 (p-value = 

0.28), suggesting this dataset only supports an association between mortality and the 

proportion of MVPA relative to other behaviors. However, for the purposes of illustration, 

we will continue to work with the full model in presenting results.  

Alternatively, it is reasonable to consider an alternative basis for the subcomposition (LIPA, SB, 

Sleep) by rotating the ilr-coordinates 𝑧2
4 and 𝑧3

4 giving a new basis, e.g. 

�̃�4 = {√
3

4
ln

𝑀𝑉𝑃𝐴

(𝑆∙𝑆𝐵∙𝐿𝐼𝑃𝐴)1/3
, √

2

3
ln

𝐿𝐼𝑃𝐴

(𝑆𝐵∙𝑆)1/2
, √

1

2
ln

𝑆𝐵

𝑆
}  

and due to the orthonormality of these coordinates, the coefficient and p-value of the first 

coordinate 𝑧1
4 are invariant to this transform. If one considers the physical behavior types to 

represent different intensities of activity on a continuous scale from MVPA (highest intensity 

activity) to LIPA (low intensity activity) and then to SB and Sleep (non-active behaviors) then 

this alternative basis can be regarded broadly as a series of hypotheses testing the presence 

of an association between mortality and decreasing intensities of activity. Including Sleep in 

such a continuum is not wholly satisfactory, however it illustrates how one can use the 

construction of balances in testing different hypotheses. An alternative approach would be 

to use the alr transformed variables to construct hypotheses (see e.g. (14) in the context of 

linear regression).  

A key feature of Cox regression is the ability to express the survival probability relative to some 

baseline as a hazard ratio. Where the intention is to determine the association of mortality and the 

composition of physical activity, we would typically hold other covariates fixed, and so the hazard 

ratio becomes 

HR = (
𝑆

𝑆0
)
𝑐1
(

𝑆𝐵

𝑆𝐵0
)
𝑐2
(
𝐿𝐼𝑃𝐴

𝐿𝐼𝑃𝐴0
)
𝑐3
(
𝑀𝑉𝑃𝐴

𝑀𝑉𝑃𝐴0
)
𝑐4

     [38] 

where 𝑐1 = 0.044, 𝑐2 = 0.374 , 𝑐3 =−0.175, 𝑐4 =−0.242, based on Eq. [24-26]. 



The size and sign of these coefficients could naively be considered to give an indication of the 

strength of the association between mortality and each behaviour, and whether the behaviour is 

beneficial (negative coefficient) or detrimental (positive coefficient). However, it should be recalled 

that these parameters are constrained, and as noted in the previous section, it is not possible to 

alter a single component in isolation, meaning the individual values are not really meaningful. The 

values of these coefficients can be considered pairwise to some benefit. For example, we note 

𝑐2 >  𝑐1 indicating that reallocating time from SB to Sleep is predicted to reduce an individual’s 

mortality risk. 

Rewriting this equation as 

HR = (1 +
𝑆−𝑆0
𝑆0

)
𝑐1

(1 +
𝑆𝐵 − 𝑆𝐵0

𝑆𝐵0
)
𝑐2

(1 +
𝐿𝐼𝑃𝐴 − 𝐿𝐼𝑃𝐴0

𝐿𝐼𝑃𝐴0
)
𝑐3

(1 +
𝑀𝑉𝑃𝐴 − 𝑀𝑉𝑃𝐴0

𝑀𝑉𝑃𝐴0
)
𝑐4

 

provides some further insight. In particular, the association of mortality rate with reallocating time 

to or from a given behaviour type will depend on the current level of that behaviour type. Therefore, 

comparing the values of the coefficients directly is informative if a reference composition has been 

specified. A comprehensive representation of the effects of different reallocations on mortality risk 

is found in Figure 3. An alternative to investigate the association of a particular exchange between 

behaviours and HR would be to define a set of ilr-coordinates through SBP which includes a 

particular exchange of interest in the form of a balance (e.g. SB to Sleep). However, this would 

provide the same results shown in Figure 3, as this would be an orthogonal rotation of the ilr bases 

used for Model 1-4. Note that the idea of focusing only on a simple regression on that balance of 

interest would ignore the potential influence on HR of exchanges between behaviours as 

represented in the other balances in the ilr-coordinate set. 

The choice of reference composition is the practitioner’s decision. Defaulting to ilr-coordinates equal 

to zero (i.e. an even distribution of time across all four components) would be unrealistic (e.g. it 

would mean considering 25% MVPA = 6 hours/day). Using zero activity as reference composition 

would not be feasible as that would not actually define a composition and log-ratios cannot be 



computed. We instead used the geometric mean physical activity composition as a sensible 

reference. However, note that any other could be used. For example, one representing an individual 

complying with some set of national guidelines on physical activity. 

We used a ternary heatmap to represent the outcome of our model. As it is a 4-part composition but 

only three can be represented in a ternary plot, we plotted the hazard ratio (relative to the average 

composition baseline) against the four possible subcompositions. In Figure 2(a) we omit Sleep, and 

illustrate the hazard ratio against the subcomposition (SB, LIPA, MVPA) whilst holding Sleep fixed. In 

Figure 2(b) we hold SB fixed and consider the hazard ratio against (Sleep, LIPA, MVPA). In Figure 2(c) 

we hold LIPA fixed and consider the hazard ratio against (Sleep, SB, MVPA). In Figure 2(d) we hold 

MVPA fixed and consider the hazard ratio against (Sleep, SB, LIPA). For a given model, the allocation 

of time to a fixed component does not affect the relationship between hazard ratio and the 

subcomposition in accordance with the subcompositional coherence property of log-ratio analysis. 

However, if a different model is fitted based only on the subcomposition there will be small 

differences in the hazard ratio as information from one part is not available. The blue point indicates 

the reference composition in each ternary plot.  

Alternatively, the impact of reallocations between two particular behaviours can be illustrated 

graphically in a manner similar to the isotemporal substitution analysis commonly used in physical 

activity research (44). Figure 3(a) shows the hazard ratio against the time allocated to MVPA 

assuming the only permitted compositions are fixed amounts of time reallocated between MVPA 

and another component of the composition. For example, the green line indicates the effect of 

reallocating time between MVPA and SB, holding Sleep and LIPA fixed at the compositional average. 

Similarly, Figure 3(b) shows the hazard ratio against time allocated to LIPA, Figure 3(c) shows the 

hazard ratio against time allocated to SB, and Figure 3(d) shows the hazard ratio against time 

allocated to Sleep. In each case, time is reallocated between the component displayed on the x-axis 

and the component indicated by the colour of the line. Figure 3(a) clearly illustrates that reallocating 

time to MVPA from the other three behaviours is associated with lower mortality but that the 



beneficial association weakens as MVPA increases. Figure 3(b) confirms that reallocating time from 

MVPA to LIPA increases the mortality rate, but reallocating time from Sleep or SB to LIPA is 

associated with lower mortality, however the association is less strong than for MVPA.  Figures 3(c) 

and 3(d) can be read in the same manner. It is worth remarking that the time allocated to each 

behaviour is constrained to be positive, hence one cannot reallocate time between two behaviours 

without limit and where a line stops mid-graph this indicates the replaced behaviour has reached 

zero. 

 

4.1 Mortality and balance between active and non-active behaviours 

 

As noted in Section 2.1.3, the parts of the composition can be meaningfully partitioned into two or 

more subsets of practical relevance. For example, we can define an ilr-representation 𝒛5 using SBP 

(see supplementary materials) which includes the compositional balance between active behaviours 

(LIPA,MVPA) and non-active behaviours (S, SB):  

𝒛5 = {ln
(𝑀𝑉𝑃𝐴∙𝐿𝐼𝑃𝐴)1/2

(𝑆∙𝑆𝐵)1/2
, √

1

2
ln

𝑀𝑉𝑃𝐴

𝐿𝐼𝑃𝐴
, √

1

2
ln

𝑆

𝑆𝐵
}.  

The Cox regression model was fitted to these ilr-coordinates as in the previous section, and we 

focused on the change in the hazard function associated with an increase of 1 unit in the first 

coordinate through exp(𝛾1) (value: 0.71; 95% confidence interval: (0.47, 1.07); p-value: 0.104). This 

indicated that increases in the (geometric) average active behaviour were associated with reduced 

mortality. However, unlike the case of Model 4 above where the balance between MVPA and the 

other behaviours was considered, this relationship is not strictly statistically significant at the usual 

5% significance level. This is in agreement with previous evidence that the link between physical 

activity and mortality is mostly driven by the relative allocation to MVPA (45), whereas the 

association with of LIPA is more contentious (46). 

 



5. Discussion 

 

In this work we have shown how to extend survival data analysis based on the Cox regression model 

to deal with compositional covariables using the log-ratio methodology. It is well-established that 

fitting raw compositional variables in ordinary regression analysis introduces both technical and 

interpretability issues due to their failure to account for their specific nature induced by scale 

invariance. Compositional data analysis is being increasingly and successfully used in cross-sectional 

studies, however to date it has not been introduced in survival data analysis to the best of our 

knowledge.  

Survival analysis based on compositional data has been applied in the past that do not adopt this 

log-ratio methodology, however inadequacies in the conventional approach as stressed above can 

lead to misleading estimates, as some of the effects attributed to a component (in the absolute 

sense) will in fact arise from the displacement of other components, and this may give qualitative 

conclusions that are misleading as well, particularly for smaller marginal effects, such as the 

associations between mortality and levels of light intensity physical activity. 

The resolution of the formal issues around compositional data analysis requires some changes in 

how the results are interpreted which can be initially perceived as less intuitive and more 

challenging, as it deviates from the usual variable-by-variable analysis. In our context of application, 

the use of log-ratio coordinates prompts the discussion in terms of changes in behaviours which are 

always relative to each other. This in fact aligns with the intuitive idea that changes in time devoted 

to an activity are necessarily linked to changes in opposite direction in some other activity or 

activities, and this exchange may have implications to mortality risk as investigated here. As stressed 

above, the choice of specific log-ratio coordinates can be guided by practical and scientific 

considerations of the domain of application, so that they are tailored to investigate the most 

relevant research questions in each case. This will facilitate the communication of conclusions in a 

way which is meaningful for the target audience. The relative merits of alternative log-ratio 



representations are an open topic of debate and are out of the scope of this work. However, it is 

important to remark that the differences are only in how the information in the composition is 

represented using log-ratios. Thus, overall estimates, test statistics, performance measures or 

predictions, including the coefficient of determination, from the Cox regression model will be the 

same. When working with large compositions, it may also be beneficial to consider the elimination 

of individual log-ratio coordinates through e.g. stepwise regression via the modified AIC, or similar, 

once the association with the composition has been established to identify its key drivers. As noted 

previously, models excluding some log-ratio coordinates are perfectly valid. Carried out in tandem 

with rotation of coordinates, this can bring significant simplifications of the final model, and make 

clearer which of the internal dynamics of the composition are driving the outcome. 

Finally, note that working with log-ratios means that zero values in the data set are problematic. In 

most real-world situations these values are related to under-reporting, existence of technical 

detection limits or rounding-off errors. A number of compositional statistical methods have been 

proposed to deal with them in a sound way as part of the data pre-processing stage (e.g. (43,47–

49)). Alternatively, in some cases a meaningful amalgamation of parts into a smaller composition can 

be a sensible pragmatic choice to address the problem in a real-world setting. 
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[Include Figure2.tif] 
Figure 2: Heatmap of hazard ratios against different percentage allocations of physical activity 

time-use, with fixed (a) Sleep = 29.1%, (b) SB = 44.4%, (c) LIPA = 25.9%, and (d) MVPA = 0.7%. The 

blue point indicates the reference (geometric) mean composition. 

  



[Include Figure3.tif] 

Figure 3: Hazard ratios under isotemporal substitution, reallocating time between (a) MVPA,  

(b) LIPA, (c) SB or (d) Sleep, and the component indicated in the legend, whilst holding the 

remaining components fixed) with respect to (geometric) mean composition. 



Appendix A: Invariance of the Grambsch-Therneau test statistic to ilr-coordinate system rotation 

 

The Gramsch-Therneau test statistic was defined in Eq. [13-20] with reference to hypothesized time-

dependence G, defined in Eq. [9,12]. As noted in Section 2 we restrict this statement to uniform time 

dependence across the components of the composition of the form outlined in Eq. [21]. For 

convenience, we repeat Eq. [13] and [21] below: 

𝑇(𝑮) = (∑ 𝑮𝑘 �̂�𝑘
𝐾
𝑘=1 )

𝑇
𝑫−1(∑ 𝑮𝑘 �̂�𝑘

𝐾
𝑘=1 )  and    

𝑮𝑐 = 𝑔(𝑡)𝑰𝐷−1.       

The covariates (including non-compositional covariates) are defined as 

𝒘𝑖 =(
𝒛𝑖
𝒗𝑖
)      [39] 

We require to show that the value of the test statistic does not change when it is recalculated for the 

rotated covariates: 

𝒘�̃� = �̃� (
𝒛𝑖
𝒗𝑖
),      [40] 

where the rotation matrix is defined as follows:  

�̃� = (
𝑯 𝟎
𝟎 𝑰

).      [41] 

Note that only the ilr-coordinates are rotated. For clarity we also re-express Eq. [19-20] in terms of 

Eq. [39] as 

𝑺(2)(�̂�, �̂�, 𝑡𝑘) = ∑ 𝑎𝑖
𝑛
𝑖=1 𝒘𝑖𝒘𝑖

𝑇 and     [42] 

𝑺(1)(�̂�, �̂�, 𝑡𝑘){𝑺
(1)(�̂�, �̂�, 𝑡𝑘)}

𝑇
=∑ 𝑏𝑖

𝑛
𝑖=1 𝒘𝑖𝒘𝑖

𝑇.  [43] 

Note that 𝑎𝑖  and 𝑏𝑖 are trivially invariant to rotation. Hence if we transform the coordinates based 

on Eq. [40] these become  

�̃�(2)(�̂�, �̂�, 𝑡𝑘) = ∑ 𝑎𝑖
𝑛
𝑖=1 �̃�𝒘𝑖𝒘𝑖

𝑇𝑯�̃� = �̃�(∑ 𝑎𝑖
𝑛
𝑖=1 𝒘𝑖𝒘𝑖

𝑇)𝑯�̃�  and    [44] 

 �̃�(1)(�̂�, �̂�, 𝑡𝑘){�̃�
(1)(�̂�, �̂�, 𝑡𝑘)}

𝑇
=∑ 𝑏𝑖

𝑛
𝑖=1 �̃�𝒘𝑖𝒘𝑖

𝑇𝑯�̃� = �̃�(∑ 𝑏𝑖
𝑛
𝑖=1 𝒘𝑖𝒘𝑖

𝑇)𝑯�̃�.  [45] 

In addition, 𝑆(0)(�̂�, �̂�, 𝑡𝑘) is invariant to rotations. Therefore, under the transformed coordinates: 

𝑽�̃� = �̃�𝑽𝑘𝑯
�̃�,       [46] 



�̃� =  �̃�𝑫𝑯�̃�   and      [47] 

�̃�−1 = �̃�𝑫−1𝑯�̃�.      [48] 

Using associativity of matrix multiplication, and that 𝑮𝒌 are defined as matrices of the form 

𝑮𝑘 = (
𝒈(𝑡𝑘)𝑰𝐷−1 𝟎

𝟎 𝑮�̂�
),     [49] 

where𝑮�̂� is a diagonal matrix of the usual (non-compositional) form, and so commute with the 

square matrix �̃�.  

In addition, the Schoenfeld residuals are expressed as �̂��̃� = �̃��̂�𝑘 under rotation. Therefore, the test 

statistic, under rotation, becomes 

�̃�(𝑮) = (∑ 𝑮𝑘 �̂�𝑘𝑘 )𝑇𝑯𝑇𝑫−1𝑯(∑ 𝑮𝑘�̂�𝑘𝑘 ) = (∑ 𝑮𝑘 �̂�𝑘𝑘 )𝑇𝑫−1(∑ 𝑮𝑘 �̂�𝑘𝑘 ) = 𝑇(𝑮).∎                                                                                                                  
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Supplementary Materials: Constructing a basis using Sequential Binary Partitions 

1. Basis 1 

We set out a process for generating an orthonormal basis based on a sequential binary 

partition as envisaged by Egozcue at al [ref] using the example of physical activity data. 

We can envision a sequential binary partition using a simple dendrogram as in Figure S1. 

 
Figure S1: Sequential binary partition underlying Model 1 in the Main Paper 

This can be converted to a (D-1) x D matrix S. Each row represents a single split. 

Components not included in the split are set to zero. Components on one side of the split are 

set to “+1”. Components on the other side of the split are set to “-1”. It is arbitrary which side 

is positive so long as both sides are opposite in sign. 

S Sleep SB LIPA MVPA 

ilr1 +1 -1 -1 -1 

ilr2 0 +1 -1 -1 

ilr3 0 0 +1 -1 

 

For each row i we define: 

𝑎+ =
+1

𝑟
√

𝑟 ∙ 𝑠

𝑟 + 𝑠
 

𝑎− =
−1

𝑠
√

𝑟 ∙ 𝑠

𝑟 + 𝑠
 

where r is the number of +1’s in row i, and s is the number of -1’s in row i. 

 

 

M Sleep SB LIPA MVPA r s 𝑎+ 𝑎− 

ilr1 +1 -1 -1 -1 1 3 

√
3

4
 

−1

3
√
3

4
 

ilr2 0 +1 -1 -1 1 2 

√
2

3
 

−1

2
√
2

3
 



ilr3 0 0 +1 -1 1 1 

√
1

2
 −√

1

2
 

 

We then replace each “+1” with 𝑎+ and each “-1” with 𝑎− giving the new matrix M. 

M Sleep SB LIPA MVPA 

ilr1 

√
3

4
 

−1

3
√
3

4
 

−1

3
√
3

4
 

−1

3
√
3

4
 

ilr2 0 

√
2

3
 

−1

2
√
2

3
 

−1

2
√
2

3
 

ilr3 0 0 

√
1

2
 −√

1

2
 

 

We calculate the clr transform as described in the paper. 

(𝑐𝑙𝑟(𝒙))
𝑖
= ln (

𝑥𝑖

(∏ 𝑥𝑖
𝐷
𝑖=1 )1/𝐷

) , 𝑖 = 1,… , 𝐷. 

Here 

𝑐𝑙𝑟(𝒙) = [ln (
𝑆

𝑔(𝒙)
) , ln (

𝑆𝐵

𝑔(𝒙)
) , ln (

𝐿𝐼𝑃𝐴

𝑔(𝒙)
) , ln (

𝑀𝑉𝑃𝐴

𝑔(𝒙)
)]

𝑇

 

where 

𝑔(𝒙) =  (𝑆 ∙ 𝑆𝐵 ∙ 𝐿𝐼𝑃𝐴 ∙ 𝑀𝑉𝑃𝐴)1/4 

 

We then pre-multiply 𝑐𝑙𝑟(𝒙) by M to obtain the ilr coordinates. 

𝒛1 = {√
3

4
ln

𝑆

(𝑀𝑉𝑃𝐴 ∙ 𝐿𝐼𝑃𝐴 ∙ 𝑆𝐵)1/3
, √
2

3
ln

𝑆𝐵

(𝑀𝑉𝑃𝐴 ∙ 𝐿𝐼𝑃𝐴)1/2
, √
1

2
ln

𝐿𝐼𝑃𝐴

𝑀𝑉𝑃𝐴
} 

 

 

 

 

2. Basis 5 

Using the same approach we can envision an alternative partition where we initially split the 

composition between active and non-active behaviours as shown in Figure S2. 



 
Figure S2: Sequential binary partition underlying Model 5 in the Main Paper 

We construct S in the same manner. 

S Sleep SB LIPA MVPA 

ilr1 -1 -1 +1 +1 

ilr2 +1 -1 0 0 

ilr3 0 0 +1 -1 

 

We then replace each “+1” with 𝑎+ and each “-1” with 𝑎− giving the new matrix M. 

M Sleep SB LIPA MVPA 

ilr1  
1

2
 

 

 
1

2
 

 

 
−1

2
 

 

 
−1

2
 

 

ilr2 

√
1

2
 −√

1

2
 0 0 

ilr3 

0 0 √
1

2
 −√

1

2
 

 

And again we pre-multiply 𝑐𝑙𝑟(𝒙) by M to obtain the ilr coordinates. 

𝒛5 = {ln
(𝑀𝑉𝑃𝐴 ∙ 𝐿𝐼𝑃𝐴)1/2

(𝑆 ∙ 𝑆𝐵)1/2
, √
1

2
ln
𝑀𝑉𝑃𝐴

𝐿𝐼𝑃𝐴
,√
1

2
ln

𝑆

𝑆𝐵
} 

 


